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Abstract. In recent years, governmental agencies have been looking for the 

application of automated tools for risk analysis as a way to enhance 

investigation and detection of frauds. One of the difficulties encountered is due 

to the existence of similar but different records in the databases, which 

actually refer to the same entity. These redundant records prevent a proper 

characterization of the unique entity and the risk it represents. Here we 

describe the WordMatchEditDistance algorithm, that uses a variant of 

Levenshtein’s Edit Distance between strings to detect these redundancies. We 

use a real-world database of foreign companies that participate in the 

Brazilian international trading to evaluate the suggested approach.  

1. Introdution 

In recent years, several governmental agencies have been looking for the application of 

automated tools for risk analysis, with the goal of improving the investigation and 

detection of frauds in commercial relationships of national and foreign companies.  

 Usually, local companies can share international partner companies. However, it 

is difficult to identify these intersections. Firstly, there is no unique worldwide 

identification for companies. Governmental agencies have access to unique 

identification numbers for local companies, but not for foreign ones. Secondly, the 

information available about each company is not error-free. There may be typographical 

errors, abbreviations or lack of information in its name, address, and other attributes.  

 These issues cause the existence of records that are slightly different from each 

other but represent the same entity, the same company, in the real world. These 

duplicate records may induce a wrong interpretation of one single company as a set of 

companies, jeopardizing a characterization of its behavior and, consequently, an 

assessment of its potential risk. Thus, in order to properly analyse the risk represented 

by a given entity, we must be able to detect all its occurrences in the databases as 

referring to the same entity. There are several approaches to deal with this problem [Gu 

et. Al. 1983] [Porter and Winkler 1997] [Cohen 1998]. 



  

 In this paper we present an algorithm for the identification of similarity between 

records, based on Levenshtein’s edit distance [Levenshtein 1966]. We chose the 

Levenshtein Distance, because it is flexible, fast and easy to implement by Dynamic 

Programming, and we customized it to deal with some kinds of errors and attributes that 

were characteristic of our database application domain. The algorithm, called 

WordMatchEditDistance, has proved to be efficient in terms of accuracy and 

performance when applied to a Brazilian foreign company’s database.  

 One of the main problems in modeling a database that contains information of 

foreign companies is the difficulty in ensuring a unique identification for them, as there 

is no an unique world-wide identification for companies. Hence one has to rely on semi-

structured information like “name”, “country”, “address” and other properties of the 

companies, in order to try to identify them. This information can be obtained by 

requiring that national companies provide them whenever they trade internationally. 

However, the information obtained is not always trustworthy, because the names and 

addresses usually have typing errors, missing words, transposition of words, acronyms 

and abbreviations, bringing forward the problem of inaccuracy in the application of 

exact record matching. In order to test the solution proposed below for this problem, a 

simplified database containing only “country” and “name” of companies was used. 

 The remaining of the paper is organized as follows. In Section 2, we briefly 

present the whole system’s architecture, in order to clarify where the algorithm is 

situated. In Section 3 we describe the WordMatchEditDistance algorithm, a modified 

Levenshtein’s edit distance algorithm. In Section 4 we present the experimental results, 

and we conclude our study in Section 5. 

2. Architecture for the Treatment of Redundant Records 

The architecture for the solution is presented in Figure 1. The fundamental idea behind 

it is the segmentation of the database by countries and the clustering of records that are 

believed to represent the same entity (foreign company). Segmentation by country is 

necessary to reduce the number of pairs of elements to be compared with a single new 

record, making it possible to analyze the similarity between records in large databases. 

This is possible because the attribute “country” is error-free. It is interesting to note that 

the clustering of records also helps in the reduction of the search space for similar 

records, because it may be sufficient to compare the new record to the centroids of the 

clusters.  

 The preprocessing task is necessary to guarantee an uniform treatment for the 

information [Witten and Frank 2005]. Without preprocessing, many true matches could 

be wrongly designated as non-matches because the common identifying attributes do not 

have sufficient similarity [Gu et. Al. 1983]. In such a way, when a national company 

provides a new record (i.e. a new foreign company to be recorded in the database), its 

attributes are firstly preprocessed by removal or modification of common words or 

special characters in the name, which in our domain are usually words with extra 

information about the field of activity or the status of the company (e.g. “SA”, “Ltd”, 

“Company”, “Corporation”, “Electronics”, “Chemicals”). 

 After this, the preprocessed new record is passed to what is called “Online 

Matching”. It is compared to centroids of clusters of the same country. If it is considered 



  

similar to any centroid, it is inserted in the corresponding cluster; otherwise a new 

cluster is created, having the new record as its centroid. 

 The block called “Offline Matching” is responsible for the periodical updates 

and recomputations of the clusters’ centroids, which are those records with the least 

average distance to all other records in the cluster. 

 Both the “Online Matching” and the “Offline Matching” use the 

WordMatchEditDistance algorithm to detect when two records represent the same 

entity. 

 

Figure 1. Architecture for the treatment of redundant records 

3. The WordMatchEditDistance Algorithm 

Since the records representing the same entity are not identical, it is necessary to have a 

metric for the measure of distances between records and to determine a distance 

threshold k, below which two records are considered to represent the same entity. 

 Most of the fields in the database are of type string, therefore we need a 

symmetric function d(x,y) that returns the distance between two strings x and y, where 

the distance can be understood as the minimum cost of a sequence of operations 

required to transform one string into the other. There are several such functions, varying 

on the types and costs of allowed operations [Navarro 2001][Gusfield 1997]. Among 

these, we chose the Levenshtein Distance, because it is flexible, fast and easy to 

implement by Dynamic Programming, and we customized it to deal with some kinds of 

errors that were particularly common in our database. 

3.1. The Classical Levenshtein Distance 

In the Levenshtein Distance, the allowed operations are insertion, deletion and 

substitution of characters, all of them with cost 1. For example, the distance between 

“Parq” and “Parma” is equal to 2, because it’s necessary to substitute ‘q’ by ‘m’ and 

insert ‘a’. 



  

 By using a Dynamic Programming algorithm [Navarro 2001], the Levenshtein 

distance between 2 strings of sizes n and m can be computed in O(n.m), both in time 

and space. 

3.2. Transposition of Words  

A commom error in our domain is the transposition of words. A company with the name 

“Abe Def”, for example, may appear in some records with the name “Def Abe”. 

Although we would like the distance between these two strings to be small, the classical 

Levenshtein distance would return 6. 

 A naive solution to this problem would be to generate all possible permutations 

of words in one of the strings and compute the Levenshtein distances between each of 

these permutations and the other string. The desired distance would then be the 

minimum of the computed distances. This is however not practical, because it implies 

O(N! n.m) in time, where N is the number of words in the string with less words. 

 A better solution is to perform a greedy search for the best matching between 

words. Initially both strings are broken into its constituent words and the distances 

between them are computed and stored in a matrix where position (i,j) holds the 

distance between word i of the first string and word j of the second string. For the 

strings “Abe Def” and “De Abe”, for example, we would have the following matrix: 

Table 1. Computed distances between words 

 “Abe” “Def” 

“De” 2 1 

“Abe” 0 3 

 The next step is an iterated greedy search for the smallest value in the remaining 

matrix, while reducing the matrix at each iteration step by eliminating the words 

matched in this way so far. For the above example, the first iteration step finds the 

distance 0, matching the words “Abe” and “Abe” and removing its corresponding 

column and line from the matrix. In the second iteration step, the only value remaining 

in the matrix is 1, hence “De” and “Def” are matched. The final computed distance is 

the sum of the distances of the matched words (0+1=1 in the example). If one of the 

strings has more words, the extra words can be matched with the empty strings. This 

step is O(M.N
2
), where M is the number of words in the string with more words and N 

is the number of words in the other string. In such a way, considering that the distance 

between two strings is computed just once in O(m.n), this solution is O(n.m+M.N
2
).  As 

with all greedy search methods, we assume the risk of being trapped by local minima, 

but we compensate it by greatly reducing time complexity.  

3.3  Discarding Words with Extra Information 

Most of the times extra words contain only information that is not so important to 

determine if two different strings represent the same entity. For example, the strings 

“Fiction” and “Fiction Corporation” should most probably represent the same company, 

but the WordMatchEditDistance would return a large distance equal to 11. An easy 



  

solution is to multiply the added distances due to unmatched extra words by a weight in 

the range [0,1]. 

3.4   Normalization 

Companies’ attributes can have various lengths. This makes the classical Levenshtein 

distance unsuitable for them. Intuitively, for example, we would like the strings in the 

pair (“LG”, “KK”) to be more distant from each other than the strings in the pair 

(“CORPORATION”, “COPORACION”), but in both cases the Levenshtein distance is 

equal to 2. The solution to this problem is to work with the following normalized 

distance: 

)})(),(max({

),(
),(

ylengthxlength

yxDist
yxNormDist =  . 

(1) 

 Notice that this normalized distance is a rational number, but not necessarily an 

integer. 

3.5 Threshold of Similarity 

 Finally, the algorithm considers that two records represent the same entity if the 

distance between them, computed as described above, is smaller than a threshold of 

similarity k. This threshold is a configurable parameter of the algorithm. 

4   Experimental Results 

The WordMatchEditDistance algorithm described above was evaluated to determine its 

accuracy as a function of the parameter k (threshold of similarity) and to obtain an 

adequate value for k. The test procedure was divided in three parts: 1) Preparation of the 

data; 2) Execution of the test algorithm; 3) Analysis of the results. 

4.1   Preparation of the Data 

The test used a simplified dataset containing only the attributes “name” and “country” of 

45000 companies. It was segmented by country and the countries Germany, Argentina 

and China, with approximately 6000, 2600 and 3000 records respectively, were chosen 

for testing, with the purpose of assessing the effects of different languages. 

 Records representing the same entity were manually given the same value for a 

new attribute called “similarity code”. 

4.2   Evaluation of the Algorithm 

The evaluation of the WordMatchEditDistance algorithm encompass two main issues: 

the accuracy and the behavior of the similarity threshold k.First, the distances between 

all possible pairs of records (ri, rj) are computed and stored in a matrix. Then, for each 

value of k, the total number of true positives (TPk), false positives (FPk), false negatives 

(FNk) and true negatives (TNk) matches are computed (Table 2). 

 

 



  

Table 2. Classification of pairs of records. 

 Below the threshold “k” Above the threshold “k” 

Same “similarity 

code” 

True Positive (TP) False Negative (FN) 

Different 

“similarity code” 

False Positive (FP) True Negative (TN) 

  

 To evaluate the accuracy independently from the total number of records in the 

database, normalized measures known as Recall and Precision were used. Recall is the 

percentage of pairs representing the same entity that were detected as such by the 

algorithm. Precision is the percentage of pairs detected by the algorithm as representing 

the same entity that really represent the same entity: 
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4.3   Analysis of the Results 

Results are presented in Figure 2. As expected there is a trade-off between Precision and 

Recall when the threshold k is varied. Its optimum value is considered to be in the 

intersection of the two curves and in the case of Argentina, for example, it is 

approximately 0.18, corresponding to 0.95 of precision and recall. In comparison with 

exact record matching, which is equivalent to the case k = 0, the approximate record 

matching (with higher values for k) provided a good gain in Recall, without significant 

loss in Precision. In the dataset of China, for instance, exact record matching obtained a 

Recall of only 40%, while the WordMatchEditDistance with k=0.1 obtained Recall 

greater than 90%. 

 There are also large regions  (0.14 < k < 0.19, for Argentina; 0.07 < k < 0.15, for 

China; and 0.09 < k < 0.19, for Germany), where both precision and recall are high 

(greater than 0.9). For a while, this allows some freedom and safety in the choice of k. 

However, the appropriate setting of the parameter “k” is a prerequisite for the 

WordMatchEditDistance success. Thus, it is important to go towards a process for 

estimating the optimal value for threshold “k”, probably, for an individual countries.  
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Figure 2. Recall and Precision for different values of k obtained with the 

algorithm WordMatchEditDistance with UnmatchedWordWeight set to 0.2.   

5   Conclusions 

In this paper an architecture for the linkage of several similar records that represent the 

same entity  was briefly presented, and its core algorithm, which computes a variation of 

Levenshtein’s distance was explained in detail. The variations were used to handle 

typical errors and properties of the database application’s domain, like the transposition 

of words, the existence of unimportant extra words that may be discarded and the multi-

attribute nature of the records. 

 This simple solution proved to be successful, as the tests with the databaset of 

Argentine, German and Chinese companies show a wide range of values of k for which 

the Precision and the Recall are higher than 0.9, and achieving 0.95 for the optimal k. 

 An improvement of Precision and Recall will continue to be pursued through a 

better understanding of other kinds of typical errors that occur in the database of foreign 

companies and corresponding modifications of the WordMatch EditDistance to handle 

these errors. 

 The study and evaluation of techniques to combine the distances measured for 

each attribute, in the case of multi-attribute records, also remains for future work, as the 

datasets available for use in the tests presented in this paper contained only one attribute 

(the “name” of the companies). 

Recall 

Precision 
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